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TA-14 AUTHORITY GOVERNANCE INSTITUTION

TA-14

FROM PROPOSED ACTION
TO ADMISSIBLE CONSEQUENCE

Technical orientation for building, controls, cyber-physical, AI, environmental evidence, and
human-action systems

Does this proposed consequence have sufficient Admissible Evidence, Applicable
Authority, and Established Standing to become reality NOW?

V4 ADDITION - This edition incorporates the Governed Air architecture: AIR preserves the record; ACA governs what
intelligence may legitimately rely upon before computation; AEA governs what intelligence may legitimately cause before a
proposed consequence binds to reality. Evidence release to intelligence and AI-proposed real-world action are treated as
distinct consequence propositions.

Prepared following technical examination of building-control boundary questions and the Governed Air teaching implementation. October 2026.
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01 | THE PROBLEM
The missing question between capability, intelligence and consequence

Modern systems can sense, calculate, authenticate, communicate, interpret, recommend and act. None of those capabilities
answers whether a particular consequence is permitted to occur now.

CAPABILITY CONNECTION / COMPUTATION CONSEQUENCE

Can the system do it?
May information cross, and may intelligence
rely upon it?

May this exact result become real now?

Capability != Authority. Understanding != Permission. An admissible input does
not create an admissible output.

TA-14 focuses on consequence-bearing transitions. A BAS write, a technician action, an AI evidence release, and an
AI-proposed control change can each be different propositions requiring their own present-tense examination.

Core chain: Reality -> Record -> Continuity -> Admissibility -> Binding -> Commit -> Execution -> Outcome
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02 | THE GOVERNING QUESTION
One question, three required dimensions

Does this proposed consequence have sufficient Admissible Evidence, Applicable
Authority, and Established Standing to become reality NOW?

DIMENSION QUESTION AT CONSEQUENCE TIME

Admissible Evidence Is the evidence sufficient for this proposed consequence under applicable requirements now?

Applicable Authority What valid authority applies to this exact action, scope, system, purpose and moment?

Established Standing
Does the actor, system or process have the established position to exercise that authority for this
consequence?

DISPOSITION MEANING

ALLOW Required conditions are sufficiently established for the governed consequence.

HOLD The consequence is not presently admissible; required basis remains unresolved.

DENY A required basis is absent or the proposition conflicts with an applicable boundary.

ESCALATE A different authority, review path or decision level is required.

Risk rule: Risk can change what must be established. It does not change the governing question.
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03 | GOVERNED AIR
Continuous monitoring is the beginning, not the whole system

Continuous monitoring can provide a strong evidence foundation. It can observe temperature, humidity, CO2, particles,
airflow, pressure, energy, equipment status and alarms. But observation is not authorization.

Monitoring tells us what was observed. Governance determines what that evidence
may legitimately support.

LAYER ROLE BOUNDARY

Reality Physical and operational state that exists. Source of observation.

AIR
Preserves Atmospheric Integrity Records and relevant integrity
dimensions.

Protects the record; does not diagnose or
authorize.

ACA Examines a proposed computational use of governed evidence. Before committed computation.

Intelligence
Interprets, detects drift, diagnoses, predicts, compares,
optimizes or recommends.

Creates claims/proposals; not authority.

AEA Examines a proposed consequence that may change reality.
Before consequence is allowed to bind to
reality.

Outcome Observed resulting state. Command sent is not outcome established.
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04 | AIR - PROTECT THE RECORD
Separate observation from interpretation and permission

AIR - Atmospheric Integrity Records - preserves the record needed for later examination. Depending on the implementation,
this can include source identity, time, place, chronology, provenance, transformations, limitations, equipment context,
configuration and continuity.

The record is not the diagnosis. The diagnosis is not the optimization. The
optimization is not authority.

A longitudinal AIR record can support later detection of drift and comparison of pre- and post-intervention conditions when
the relevant observations and continuity are sufficient. AIR itself does not diagnose. Interpretation belongs to the
computational or human analytical layer.

Continuity matters: a record that was valid at T0 does not silently remain sufficient after a material change at T1. Sensor
replacement, equipment change, configuration change, new hazards, changed delegation or broken provenance may require
re-establishment.



TA-14 TECHNICAL ORIENTATION | OCTOBER 2026 | V4 6

05 | CONSEQUENCE 01 - GOVERNED EVIDENCE RELEASE
Giving evidence to intelligence is itself a proposed consequence

When governed environmental evidence is released to an AI or other computational actor, the evidence is no longer merely
stored. It is about to be used, interpreted, correlated and potentially turned into claims that influence reality. TA-14 therefore
treats the bounded release/use as a consequence proposition.

Proposition 1: Release this bounded AIR evidence package to this identified
intelligence for this identified purpose, now.

REQUIRED QUESTION EXAMPLE

Evidence Is this the intended record, with sufficient provenance, continuity and limitations for the proposed use?

Authority What applicable authority permits this evidence to be used by this computational actor for this purpose?

Standing Does this actor/model/process have established standing for that bounded use?

Disposition ALLOW / HOLD / DENY / ESCALATE for this evidence-release consequence.

If the disposition is not ALLOW, the evidence does not silently cross into the governed computational path. The first ALLOW,
when issued, is permission for this bounded consequence - not permanent permission for whatever intelligence later
proposes.
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06 | ACA - BEFORE COMPUTE
What may intelligence legitimately rely upon?

ACA - Admissible Computation Architecture - governs whether governed evidence may be committed to a particular
computational path for a bounded purpose.

ACA asks what intelligence may legitimately rely upon. It does not certify that the
intelligence will reason correctly.

Source validation, sensor QA/QC, cybersecurity, data engineering and model evaluation retain their own responsibilities.
ACA does not rerun those disciplines. Their outputs may become evidence, requirements or constraints presented at the
computational consequence boundary.

Critical distinction: governed input does not prevent an AI from being wrong. The model may still misinterpret, infer badly or
generate a poor recommendation. That is why any resulting consequence proposition faces a new examination.
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07 | INTELLIGENCE - NOT PERMISSION
Interpretation can create a new proposition without creating authority

After an admissible evidence release, intelligence may compare years of history, detect drift, diagnose, predict, optimize or
recommend. The output is a new claim or proposition. It does not rewrite AIR and it does not inherit execution authority from
the evidence it received.

AN ADMISSIBLE INPUT DOES NOT CREATE AN ADMISSIBLE OUTPUT.

Example: the AI receives a governed AIR package and recommends: Increase AHU-1 fan speed from 62% to 66%. That
recommendation may be technically plausible and still lack sufficient present evidence, applicable authority or established
standing to become reality.

New proposition. New consequence. New NOW.
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08 | CONSEQUENCE 02 - AEA
What may intelligence legitimately cause?

AEA - Admissible Execution Architecture - examines the exact proposed real-world consequence. Reality may have changed
since the evidence was released or analyzed. A unit may be in manual, an interlock may be active, authority may have
changed, or continuity may have broken.

Does this proposed consequence have sufficient Admissible Evidence, Applicable
Authority, and Established Standing to become reality NOW?

AEA does not manufacture authority. Applicable authority remains native to the owner, institution, regulator, contract, policy,
law or other legitimate source. TA-14 examines whether that authority and the required standing are established for the exact
proposition and moment.

What intelligence was permitted to rely upon is not automatically what intelligence is permitted to cause.
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09 | COMMIT, EXECUTION AND OUTCOME
Authorization must be bound, executed and proven in reality

Where the implementation is bound, an ALLOW disposition reaches a commit boundary that connects the disposition to the
operational path. Only then does the governed execution proceed.

STAGE QUESTION

Commit Is the disposition actually required before the operational path can bind the action?

Execution Was the authorized action carried out within the established scope?

Outcome What state actually resulted in physical reality?

New AIR What new observations and records preserve that resulting reality for future examination?

COMMAND SENT != OUTCOME ESTABLISHED.

The system must return to reality. Did airflow change? Did energy change? Did indoor conditions improve? Did another
condition deteriorate? Outcome is observed rather than assumed, and the resulting observations become new records.
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10 | THE COMPLETE GOVERNED INTELLIGENCE LOOP
Two consequence boundaries, one return to reality

The complete architecture separates observation, computation, proposition, authority, commit and outcome so that
permission is not silently inherited across transitions.

REALITY -> AIR -> GOVERNED EVIDENCE RELEASE -> ACA -> INTELLIGENCE ->
PROPOSED CONSEQUENCE -> AEA -> COMMIT -> EXECUTION -> OUTCOME ->

NEW REALITY -> AIR

BOUNDARY GOVERNING IDEA

Consequence 01
May this bounded evidence be released to and relied upon by this identified intelligence for this identified
purpose now?

Consequence 02 May the resulting proposed real-world consequence become reality now?

Each consequence gets its own NOW. The first ALLOW does not travel downstream as permanent permission. The
proposition changed; the consequence changed; reality may also have changed.

AIR protects the record. ACA protects the computation boundary. AEA protects the consequence boundary before
reality changes.
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11 | BOUNDARY MAP
What stays upstream - and what crosses into TA-14

UPSTREAM DISCIPLINE ITS JOB WHAT MAY ENTER EXAMINATION

Hazard / process analysis
Establish hazards, requirements and
safeguards.

Applicable requirements, safeguards, constraints.

Engineering / commissioning
Establish design criteria, limits, sequences and
accepted configuration.

Criteria, baselines, configuration state.

Cybersecurity /
authentication

Protect identity, access and technical paths. Identity, access state, source and security assertions.

Sensors / data custody
Create measurements, records and
provenance.

Evidence, timestamps, source identity, quality and
continuity.

Controllers / gateways /
interlocks

Enforce technical and safety conditions.
Equipment state, validation results, interlock state,
accepted request.

Training / work controls Govern human capability and conduct.
Qualification, role, work order, procedural
requirements.

The handoff: upstream systems do their own work. Their outputs may become evidence, authority, standing, requirements
or records presented to TA-14. TA-14 examines the consequence proposition; it does not absorb every upstream discipline.
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12 | CRITERIA, CONTINUITY AND REMOTENESS
Applicable does not mean permanent, and local does not mean nearby

TA-14 does not invent what "sufficient" means. Criteria must come from an applicable source of authority. Their provenance,
continuity, applicability and standing also matter.

CONTINUITY WHAT MUST REMAIN CONNECTED

Evidence Record to the state and source it claims to represent.

Criteria Requirement to current equipment, configuration, hazard context and governing authority.

Authority Delegation, scope or permission to the current proposition and actor.

Standing Actor/system role and qualification to the current execution context.

Commissioned once != authorized forever. Authority context can travel. Execution
authority does not travel.

Evidence, computation and actors may be remote. "Local" means established for the specific consequence in its governing
context, not physically beside the equipment.
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13 | HUMAN AND CYBER CONSEQUENCES
The same boundary discipline applies without pretending TA-14 is everything

Human action: training, procedures, lockout, warnings and interlocks remain upstream mechanisms. A technician action
can still be examined as a proposed consequence. If no mechanism binds the disposition to the human action, TA-14 may
record a disposition but cannot claim physical prevention.

Cyber path: cybersecurity protects identity, access and the technical path. TA-14 governs a proposed consequence that
reaches its boundary. If an attacker bypasses the governed path, that is a cybersecurity compromise, not evidence that
TA-14 authorized the action.

Connection Profile: a valid bounded control right can contribute authority context. It is not, by itself, a completed
consequence examination. Upstream validation is not consequence examination, and a valid command is not automatically
an admissible consequence.
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14 | WORKED EXAMPLE
AI-assisted AHU fan change from evidence to observed outcome

STEP EXAMPLE

Reality AHU-1 is operating at 62% fan speed; environmental and equipment observations exist.

AIR Relevant observations are preserved with source, time, context and continuity information.

Proposition 1 Release this bounded AIR package to identified AI for bounded optimization purpose.

ACA Examine Evidence + Authority + Standing for the computational use.

Intelligence AI analyzes and proposes fan speed 62% -> 66%.

Proposition 2 The recommendation becomes a new proposed building consequence.

AEA Re-examine present Evidence + Authority + Standing for this exact change NOW.

Commit If ALLOW and implementation is bound, disposition is required before the write commits.

Execution BAS carries out the authorized change.

Outcome Observe actual airflow, energy, IAQ and equipment response.

New AIR Preserve resulting observations as the next record of reality.

Break tests: stale sensor; changed equipment; expired delegation; different AI purpose; broken continuity; manual mode;
active fire condition; bad AI recommendation despite valid evidence; command executes but expected outcome does not
occur.
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15 | INSTITUTIONAL BOUNDARY
Monitoring can inform policy or regulation without becoming policy or regulation

Continuous monitoring may provide evidence that informs operational, policy, compliance, enforcement or regulatory
decisions. That does not mean the monitoring platform, AIR, ACA, AEA or TA-14 manufactures governmental or institutional
authority.

A measurement may support a decision. It does not authorize the decision. A
continuous record may strengthen the evidence. It does not create the authority.

The owner, regulator, government or institution retains its native authority. TA-14 provides consequence boundaries where
evidence, applicable authority and established standing can be presented and examined for the exact consequence at the
moment it is proposed.

The T0 -> T1 question: If evidence was valid at T0, but a material condition changes before action at T1, what mechanism
re-establishes that the evidence still represents current reality and that the authority still has standing for the proposed
consequence?
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16 | ONE-PAGE ORIENTATION
TA-14 in one page

TA-14 DOES TA-14 DOES NOT

Separate technical capability, computational use and execution
authority.

Replace hazard analysis, engineering, cybersecurity,
commissioning or native authority.

Preserve AIR as record distinct from interpretation. Treat a record as diagnosis, optimization or permission.

Use ACA before governed computational reliance. Claim governed input makes AI infallible.

Treat AI output as a new proposition. Let admissible input silently create admissible output.

Use AEA before a proposed consequence binds to reality. Manufacture criteria, authority or standing.

Issue ALLOW / HOLD / DENY / ESCALATE. Claim physical enforcement where no bound mechanism exists.

Return to reality and preserve observed outcome. Assume command sent means outcome established.

Govern what intelligence may rely upon. Govern what intelligence may cause. Then
return to reality and prove what actually happened.

Complete loop: REALITY -> AIR -> GOVERNED EVIDENCE RELEASE -> ACA -> INTELLIGENCE -> PROPOSED
CONSEQUENCE -> AEA -> COMMIT -> EXECUTION -> OUTCOME -> NEW REALITY -> AIR

Canonical question: Does this proposed consequence have sufficient Admissible Evidence, Applicable Authority, and
Established Standing to become reality NOW?

No admissible evidence. No admissible execution. | Capability != Authority. | Understanding != Permission. | Commissioned once != authorized
forever.



